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Overview 
Over the past 3 months I have researched and utilized SideFX Houdini as a means for 

automating asset creation for game engines such as Unity and Unreal. My goal in this research 
was to make use of Houdini’s game development toolkit to not only further my knowledge of it’s 
various nodes and solvers, but to also use it in creating assets of my own for use in game 
engines. A secondary goal of this research was to find a more democratized method for 
implementing this pipeline into a single user or small studio workflow, relying free to use or open 
source plugins for the Houdini software. The results have been varied, but the pipeline has 
proven successful as you will see below. 

Initial Research 
Initial interest in using Houdini as a tool for game development began in 2018. I was able 

to create geometry that was scattered around an environment, and exported that geometry into 
Unity. I then researched Houdini’s CHOPS system to explore audio driven components, but due 
to time constraints resulted in having the audio driven portion done in Unity (a pipeline I was 
more familiar with at the time). More recently I began exploring methods for photogrammetry 
using systems such as Agisoft Metashape, Autodesk Recap, and several open source 
softwares. I had grown used to the photorealistic pipelines that Quixel had used with Unreal 
Engine, and began to research how these high resolution photogrammetry scans were 
converted down to LODs for game engines. My search brought me to two possible solutions: 
InstaLOD and Houdini. 
 

After talking with InstaLOD at SIGGRAPH 2019, I was impressed by the workflow. The 
user interface was simple and intuitive and gave all of the details that I would need to instantly 
optimize digital assets. However, the one major issue I had with this workflow was that I would 
have to have another software solve my photogrammetry scans, only to have another system 
like InstaLOD to optimize them, and then yet again export them to an engine. After further 
research, Houdini presented itself as the “one stop shop” method for not only creating digital 
assets using photogrammetry, but also editing and optimizing those assets with clear exports to 
Unity and Unreal Game Engine. I would go on to test various node graphs and Houdini pipelines 
in hopes of creating a pipeline which automated (or very closely automated) a game 
development art asset creation process. 
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Process Overview 

 
Figure 01 - Single Model Node Graph - 1.2 million poly to 5k poly bake 
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Figure 01 above shows my first proof of pipeline using Houdini and the Alicevision 
plugin, a free photogrammetry plugin which is incorporated into the game development toolkit. 
The solve for the example above took in an input of 32 images taken with a Canon T3i and a 
22mm lens.  

At the top of the graph is the bulk of the process, simplified down to one SOP. The 
photos are added and cached to be analyzed by the sop_av_photogrammetry node. This full 
photogrammetry SOP goes through several steps in order to convert these images into digital 
assets.  

 
For more VFX oriented workflows, multiple steps within this node network present themselves 
as solutions for complex data and geometry which in turn can fuel other points in your pipeline. 
However, this game development pipeline will primarily make use of the finished, textured result 
of the SOP. 
 
One thing that Houdini handles quite well is organizing massive amounts of data, and any 
connections that data has to other entities within the software. Although exact polygon count 
may vary based on the initial input, the end result is extremely high by what most would 
consider to be game ready standards. As a result, this data needs to be simplified in order to 
perform efficiently in any type of real time renderer or game engine. The later portions of my 
initial setup accounted for a single iteration of this process. After aligning the origin of the object 
at a desirable point and clipping out any unusable data, the graph splits into two chains. 
 
The first chain handles the optimization of the high poly mesh which was produced. In this initial 
setup, there would be very few nodes involved, only requiring a poly reduction and normals 
(alongside a Auto UV node added on later, which is currently bypassed in Figure 01). The right 
side then calculates the normals of the high poly mesh, and then both are fed into a Map Baking 
SOP from the Game Dev Toolkit. This Map Baker is the bulk of the optimization process, since it 
handles the preservation of detail on the low poly model. This SOP not only handles the 
creation of texture maps, but also bakes the high poly normals onto the low poly model to create 
a fully optimized end result (first pass of this shown in Figure 02 below) 
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Figure 02: Breakdown of Tree Stump Photogrammetry 

 

Pipeline Step by Step Breakdown 

1. Taking Photographs 
Providing this pipeline with sufficient data is the most crucial step. Typically there are 
three industry standard approaches to photographing models with the intention of 
creating 3D assets. The first, and by far the most expensive, is the multiple camera 
approach. This setup requires multiple DSLR cameras and various lighting setups to 
capture the subject under one button press. The second approach involves a stationary 
camera where the subject is placed on a turntable. With minimal coding, this allows the 
photographer to set their lighting conditions and have the photo taking process 
automated.  
 
The third approach, and the one which I employed for the sake of this pipeline, is the 
handheld approach. This does involve some scouting, and an intermediate 
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understanding of DSLR photography. This pipeline breakdown will be using a series of 
images taken with the following setup: 
 

● Canon EOS Rebel T3i Digital SLR Camera 
● Canon EF-S 24mm f/2.8 STM Lens 
● AmazonBasics Circular Polarizer Camera Photography Lens - 52 mm 

 

 
Figure 03: JPG Unedited Photo of Tree Stump 

 
The photo above is an unedited JPG file taken with my current camera configuration. 
One process that was neglected in this pipeline example is photo optimization and 
cleanup. Similar automated pipelines will script systems such as Adobe After Effects and 
Photoshop to analyze color checkers for the purposes of getting every photo with the 
same color grading.  

2. Photogrammetry SOP 
Aiming for democratization, this pipeline employed the Alicevision Plugin for free 
photogrammetry asset creation within Houdini’s Game Development Toolkit. The 
Alicevision plugin handles the bulk of the work in analyzing photos and creating a 3D 
structure with full resolution textures. 

https://www.amazon.com/Canon-Digital-18-55mm-discontinued-manufacturer/dp/B004M170YC/ref=sr_1_3?keywords=canon%2Bt3i&qid=1583520991&s=electronics&sr=1-3&th=1
https://www.amazon.com/gp/product/B00NI3BZ5K/ref=ppx_yo_dt_b_asin_title_o07_s00?ie=UTF8&psc=1
https://www.amazon.com/gp/product/B00XNMXNV0/ref=ppx_yo_dt_b_asin_title_o05_s00?ie=UTF8&psc=1
https://www.sidefx.com/tutorials/alicevision-plugin/
https://github.com/sideeffects/GameDevelopmentToolset
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Figure 04: Alicevision SOP Breakdown with Data Types 

 
As shown in the network boxes in Figure 04, this SOP can be broken down into several 
phases, or used outright as a single SOP. The Single Node AV SOP is a combination of 
the Multi Node Breakdown, taking each parameter from the separate nodes and running 
them sequentially to produce three outputs. Although point cloud data and camera 
positioning can be used for other VFX purposes, the primary focus of this pipeline will be 
the Textured_Geo which is created by this SOP. The Multi Node system separates the 
various processes as follows: 
 

● Initialize: checks that Alicevision plugin is installed, and the file path is correct in 
the houdini.env file. This node also ensures that future nodes are available, and 
will process error messages if need be. 

● Analyze Images: This node runs through three Python scripts with the function of 
extracting features from the given input, matching images within a certain margin 
of error, and then matching features of these images in a similar fashion 

● Structure from Motion: In this node, the feature matching data from the previous 
nodes is converting into a point cloud along with camera position and rotation 
data. 

● Depth Map: This node creates a depth map and filter which will influence the 
interpretation of point cloud data in later nodes 

● Meshing: One of the more intensive nodes, this will take the point cloud data and 
convert it to polygons based on proximity and depth map data. This results in an 
untextured mesh, as well as a fuller dense point cloud. 
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● Texturing: This final node takes the feature matching data and the mesh from 
previous nodes and projects the color data from the input images onto the faces 
of the mesh. 

 
For any automated process, the key to efficiency is solve time. When testing this pipeline 
I used a PC running Windows 10 Enterprise with an Intel Xeon CPU E5-2630, 64 GB of 
DDR3 RAM, and 2 GTX 1080 Founders Edition Graphics Cards. With this PC build, and 
32 images, the solved took approximately 26 minutes to solve. 

3. Analyze Raw Photogrammetry Solve 

 
Figure 05: Unedited Solve from Alicevision Photogrammetry SOP (Textured Mesh) 

 
The solve depicted in Figure 05 presents the unedited, textured mesh from the 32 
images that were input into the sop_av_photogrammetry1 node. There are a few notable 
artifacts that will need to be cleaned up for later use. Some of these artifacts are only 
apparent when viewing the solve’s geometry (see Figure 06 below). 
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Figure 06: Unedited Solve from Alicevision Photogrammetry SOP (Wireframe, Shaded) 

 
The “cleanup” portion of this pipeline will be focusing on the following areas: 

● Aligning the subject to the desired axes 
● Isolating the subject 
● Deleting Large Faces 
● Filling Gaps 
● Procedural and Non-procedural methods of cleaning data 

 

4. Data Cleaning Methods 
In its current configuration, this is one of the few steps in the pipeline which will require 
user input rather than true autonomy. The bulk of this process is aligning the subject to 
be in its correct orientation, and placed on the grid appropriately relative to 0,0,0 
coordinates. The following nodes may be used in the order they appear, or substituted 
based on model quality and projected use in their respective game engine.  
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Game Dev Straighten 

 
Figure 07: Game Dev Straighten Node, Highlighting Up Group Selection 

The first node used in cleaning the data is the Game Dev Straighten node. What this 
node does is take in a group of given data (in this case primitives) and calculate the 
average of their normals. It then takes this average and makes it so that this is the new 
Y-up in world space. The result is an aligned model with proper rotation and Y-up. The 
model may be above or below the grid with varying transform values. This will be 
addressed in later nodes. 
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Game Dev Axis Align 

 
Figure 08: Game Dev Axis Align, setting asset position to origin point 

The second node is the Game Dev Axis Align Node. What this node does is essentially 
a simplified version of plugging in MIN and MAX values into a Transform node, and also 
takes out some of the guesswork and repetition of that approach. This will bring the 
object to the projected center of mass, and also bring it up in the Y direction to be level 
with the grid (0,0,0). If the projected center does not bring the object to the desired 
location, you may choose to add a Transform Node to line up 0,0,0 to a more desirable 
pivot point. In this example, a transform node was used in order to line up the 
composition at the center of the tree trunk. 
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Game Dev Box Clip 

 
Figure 09: Game Dev Box Clip, bounds showing clip area 

The third node is a Game Dev Box Clip Node. This SOP will create multiple clipping 
planes which cut away any data outside of the box’s parameters. This method is 
non-destructive, but does take a few seconds to compute. The result is a perfectly 
sectioned off portion of the initial solve. After adjusting this node, it is highly suggested to 
place an additional Game Dev Axis Align Node to ensure that the model is aligned 
appropriately on the grid.  
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5. Readying the Game Ready Model 

 
Figure 10: PolyReduce Node, reducing 1.2 million polygons to 5,000 

Polygon Count Reduction (Automatic Retopology) 
At this point in the pipeline there is a split. The High Poly Count model runs one more 
calculation of it’s normals using a Normal Node, while the cleaned up mesh from the 
previous step gets pumped into a PolyReduce Node. 
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Figure 11: GameDev Auto UV SOP, projected UV unwrap of low poly model 

Automatic UV Unwrapping 
The GameDev Auto UV SOP allows for multiple quick variations of UV unwrapping for 
our low poly result. By using a UV Quickshade node, the results of the Auto UV SOP 
can be visualized. The above results were done with minimal tweaking to the 
parameters, and the desired result was more than enough for the quick and iterative 
purposes of the demonstration. Normals are calculated one last time before export to 
ensure they have similar angles when baking the maps from the high poly model to the 
game ready version. 
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6. Maps Baker SOP 

 
Figure 12: GameDev Maps Baker SOP, baking detail onto game ready asset 

The GameDev Maps Baker SOP is an extremely useful tool for game development and 
3D design in that it can output a variety of map options. For the sake of this 
demonstration, only diffuse and normals were calculated for ease of upload. However, 
Opacity, Roughness, AO, and Metallic maps are all available as options within the 
node’s parameters. 
 
NOTE: The final result of the diffuse map may vary in tone, usually appearing darker 
than previous renders in the node hierarchy. This is a glitch which has been hit or miss 
throughout this research process, however there are quick fixes. For the final export, I 
was able to up the brightness in Photoshop, and export the diffuse map separately. This 
step was not included officially in hopes that this will continue to be bug free and fully 
automated in the near future.  
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7. Sketchfab Export 

 
Figure 13: Sketchfab Export Result 

Once the GameDev Maps Baker has finished baking on the desired maps, the resulting 
game ready asset is ready for export. This can be done in a variety of ways, including 
direct FBX exports to Unreal Engine or Unity. The above image shows a direct upload to 
Sketchfab in order to share the game ready asset with others. The model used in this 
proof of pipeline can be found here:  
 
https://sketchfab.com/3d-models/tree-base-game-ready-scan-76309f89f2ca4512871da9
48fd3eedd6 

Conclusion 
SideFX Houdini presents itself as a powerhouse of automated asset creation for game 
developers and digital artists alike. Although this particular proof of pipeline does involve human 
interaction, it is minimal compared to other methods of taking on the various steps of the 
process by hand. I was very pleased with the result and plan to do more research into 
automation and scripting in the near future. I would like to thank Debra Isaac, my SideFX 
mentor and instructor at Drexel University, for her guidance and support. You rock, Deb! 

 
If you have any questions or suggestions, feel free to reach out to me personally at:  

https://www.nognstudios.com/  

https://sketchfab.com/3d-models/tree-base-game-ready-scan-76309f89f2ca4512871da948fd3eedd6
https://sketchfab.com/3d-models/tree-base-game-ready-scan-76309f89f2ca4512871da948fd3eedd6
https://www.nognstudios.com/

